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Collecting and visualizing data from stream gauge sensors 
While you may think of a real-time GIS system typically associated with moving assets (vehicles, 

airplanes, and vessels) or with events that happen in our environment (accidents, crime, and weather), a 

vast amount of data is available from sensors that do not actually physically move. However, these fixed 

sensors do have a location, and the data emitted can be visualized on a web map. In this example, we 

will assign the current water height values to a set of stream gauge sensors that reside in the State of 

Florida, U.S. In addition to assigning a non-spatial value to a sensor location on a map, a historical value 

table will be maintained, and this data will be visualized using time series charts. 

 

Figure 1: Example stream gauge sensor. 

Background and assumptions 
Stream gauge and water height sensors are common in our environment and they provide real-time 

data on the current waterway levels. In this particular example, we will assume each stream gauge 

sensor has an identifier, a name, geographic point, and stage information to indicate normal and 

abnormal operating conditions. Since every sensor is configured differently, the stage information is 

unique for every sensor. For details, see Figure 2 below. 

  



 

Figure 2: Fixed sensor information with identifier, name, location, and stage information. 

Each sensor is in a fixed location that is easily displayed on a web map. The real-time data being sent by 

each sensor contains a site identifier, a datetime stamp, and a gauge height value (as illustrated in 

Figure 3). Our task is to join the most recent readings with the spatial data as well as maintain a 

historical record for trend and pattern analysis. 

 



 

Figure 3: Historical non-spatial sensor data with identifier, datetime stamp, and gauge height value. 

Configure the necessary GIS elements 
Before we are able to connect to, ingest, and perform real-time analysis on the streaming data from the 

sensors, we must configure the supporting elements in our GIS. 

Create the geodatabase schema 
A schema within a geodabase must be created to store both the current and historical data and relate 

the two datasets. 

Location and current values feature class 
First, we need a feature class to hold the sensor location and stage information (see Figure 4). The 

feature class has a point geometry and contains attribute fields for a sensor’s unique identifier, stage 

levels, current water height/stage, and stage threshold information. 

https://pro.arcgis.com/en/pro-app/latest/help/data/geodatabases/overview/feature-class-basics.htm


 

Figure 4: Sensor location feature class. 

Non-spatial historical sensor data table 
Second, a non-spatial table is necessary to store the historical data (see Figure 5). At a minimum, this 

table must have fields for the sensor identifier, datetime, water height, and stage. For this example, the 

additional stage fields were included to support data visualization and simplify the real-time processing 

workflow. In a production environment, the stage 1 through stage 5 fields could be omitted to minimize 

storage space, however these values can be useful when analyzing and charting the data. 

 

Figure 5: Historical non-spatial sensor table. 

Relationship class to join the historical table to the feature class 
Finally, a relationship class is defined using the site identifier field (site_no) from both the feature class 

and the sensor table. The relationship class allows the GIS to join any sensor location with the historical 

values in the sensor table. 

Publish as a feature service 
The geodatabase schema created above should be published in ArcGIS Enterprise as a feature service.  If 

the schema was created in an enterprise RDBMS, the database should be registered with the ArcGIS 

Enterprise prior to publishing.  The geodatabase schema can also be published as a Feature Service in 

the ArcGIS Datastore or to ArcGIS Online as a hosted Feature Service.  The Feature Service is published 

using one of the ArcGIS Desktop applications such as ArcGIS Pro.  

Details on publishing a Feature Service can be found in the online documentation. 

  

https://pro.arcgis.com/en/pro-app/latest/help/data/geodatabases/overview/table-basics.htm
https://pro.arcgis.com/en/pro-app/latest/help/data/relationships/relationships-and-arcgis.htm
https://enterprise.arcgis.com/en/server/latest/publish-services/windows/publishing-feature-services.htm


Ingest and perform real-time processing 
With the necessary GIS elements available, we can now create a real-time processing workflow in ArcGIS 

GeoEvent Server to perform the ingestion, processing, and dissemination of the stream gauge data. This 

is accomplished using a GeoEvent Service, with each step being illustrated in Figure 6 below. 

1. Connect to and ingest the stream gauge data. 

2. Map the fields to the outgoing schema. 

3. Enrich the event data with the stage information of each sensor. 

4. Assign the current stage value. 

5. Write the event data to the feature service and historical sensor table.  

 

 

 

 

 

 

 

 

Figure 6: Real-time processing workflow defined in a GeoEvent Service. 

Now, let’s explore each of these steps in more detail. 

1. Connect to and ingest the stream gauge data 
In this example, the data is received as CSV text via a TCP connection. We will not explore the exact 

configuration of the input, as real-world implementations may differ, but sensor data being received 

must contain a site identifier (site_no), datetime stamp (StartTime), and the current water level 

(height_ft). Data received from a sensor may contain additional attributes, such as temperature, 

turbidity, pH, flow rate, time zone, measurement units, etc. This example will not include these 

additional fields and their values can be ignored for now. 

The GeoEvent Definition used to ingest the data is illustrated in Figure 7 below. Note that the TRACK_ID 

tag is assigned to the site_no field (the sensor location’s unique identifier) and the TIME_START tag is 

applied to the StartTime field. The schema is similar to a schema used by the United States Geological 

Survey (USGS). 
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https://enterprise.arcgis.com/en/geoevent/latest/geoevent-services/overview-of-geoevent-services.htm
https://enterprise.arcgis.com/en/geoevent/latest/ingest/overview-of-input-connectors.htm
https://enterprise.arcgis.com/en/geoevent/latest/administer/managing-geoevent-definitions.htm
https://enterprise.arcgis.com/en/geoevent/latest/administer/managing-tags.htm
https://enterprise.arcgis.com/en/geoevent/latest/administer/managing-tags.htm


 

Figure 7: GeoEvent Definition for the inbound data 

2. Map the fields to the outgoing schema 
In the second step, a Field Mapper Processor simply modifies the schema of the event to add additional 

fields that will hold the stage information for each sensor. This is considered a best practice in order to 

ensure the event data always has a known non-transient GeoEvent Definition. Notice that the 

fieldnames (which are case sensitive) match in both the feature class and the historical data table. 

 

Figure 8: Outbound GeoEvent Definition 

https://enterprise.arcgis.com/en/geoevent/latest/analyze/field-mapper-processor.htm


 

Figure 9: Field Mapper Processor configuration 

Leaving one or more fields unmapped in a Field Mapper processor’s configuration will assign a null value 

to those attributes. As we proceed through this example you will see how processors found later in the 

event processing workflow are used to write values into the unmapped fields. 

3. Enrich the event data with the stage information of each sensor 
In step 3, a Field Enricher (File) Processor is used to add the stage information to the event data. These 

stage values indicate the required water height to achieve that level. The higher the level, the more 

concerned we might be about the water level in any given stream. Each sensor location has different 

normal ranges for water heights. Because of this, each sensor location has a different set of stage 

values. The number of stages and the values used for this example were calculated based on existing 

historical data. Real-world applications may have fewer stages and/or different stage values. 

The Field Enricher (File) uses an event’s site identifier (site_no) to lookup the values for stage 1 through 

stage 5. Those values are placed into the existing fields added in the last step using the Field Mapper.  

https://enterprise.arcgis.com/en/geoevent/latest/analyze/field-enricher-file-processor.htm


 

Figure 10. Field Enricher Processor configuration. 

Note the use of the Field Enricher (File) Processor and the mapping of the new values to existing fields. 

The Field Enricher (File) will cache the values it is enriching, so using a file as the data source allows the 

Field Enricher (File) to have all values ready. Whereas, the Field Enricher (Feature Service) Processor 

must periodically lookup the values with a request that can take extra time. If the enrichment values 

change frequently, the Field Enricher (Feature Service) may reduce performance as it reaches out to the 

feature service frequently. In situations where the enriched values are changing frequently, alternative 

methods for joining the data are encouraged (e.g., database views or feature layer views). Mapping the 

values into existing fields allows the real-time processing workflow to work with known, existing, non-

transient GeoEvent Definitions. 

4. Assign the current stage value 
Now that the stage values are known, the current stage can be determined. This can be accomplished by 

comparing the current water height to the various stage values enriched in step 3. For this comparison, 

a choice element can be used. A choice element is new in GeoEvent Server 10.9 and it is used to provide 

a serial set of filters applied to each event. Each of the serial conditions represents a WHEN clause and 

they are configured using the same expression logic of a filter element. Each WHEN clause defines a 

criteria that an event must meet. If an event does not meet the criteria of a WHEN clause, the event 

record being evaluated  is passed on to the next expression. An optional otherwise route is provided for 

events that do not meet any of the WHEN clause conditions. 

For this example, the current water gauge height value is evaluated against each of the stage values (see 

Figure 11). If the current height is less than a specified stage value, the water level is at a lower stage. 

For example, if the current water height is 11, a sensor’s Stage 2 and State 3 values are ‘8’ and ‘12’ 

respectively, then the current value is greater than the stage 2 threshold but less than the stage 3 

threshold and  the sensor location should be assigned a coded value indicating ‘Stage 2’. The expression 

used, gauge_height_ft < ${stage_#}, utilizes the ${} notation to indicate the field in the event 

record the gauge height value should be evaluated against. 

https://enterprise.arcgis.com/en/geoevent/latest/analyze/field-enricher-feature-service-processor.htm
https://enterprise.arcgis.com/en/geoevent/latest/analyze/choices.htm
https://enterprise.arcgis.com/en/geoevent/latest/analyze/filters.htm


When Clause Expression 

Stage 0 gauge_height_ft < ${stage_1} 

Stage 1 gauge_height_ft < ${stage_2} 

Stage 2 gauge_height_ft < ${stage_3} 

Stage 3 gauge_height_ft < ${stage_4} 

Stage 4 gauge_height_ft < ${stage_5} 

Otherwise  

 

 

Figure 11: Choice element configuration 

The choice element is ideal for this evaluation because it can efficiently evaluate each event against a 

handful of WHEN clauses. In previous versions of GeoEvent Server, this type of serial evaluation would 

have been done using a series of filters, resulting in lower performance and increased GeoEvent Service 

complexity. Whenever possible, the choice element should be used when more than one expression 

evaluation is needed, or an otherwise route is desired. 

Each of the WHEN clauses in a choice element has a route for events to pass through. Using these routes, 

the Field Calculator Processor can be configured to set the value of the stage field on the event. Each 

Field Calculator simply sets an integer value to the stage field based on the route the event took. Once 

again, as a best practice, the coded value is written into an existing field. 

 

https://enterprise.arcgis.com/en/geoevent/latest/analyze/field-calculator-processor.htm


Figure 12: Field Calculator Processor configuration for setting stage 1 value (similar for other stage 

values). 

5. Write the event data to the feature service and historical sensor table 
This example utilizes two outputs, one to update the current water height value and a second to add the 

current value to the historical values table. Neither output utilizes nor updates a geometry field. Recall 

that the sensors are not moving, so updating the geometry is not required in this case. See Figure 8 for 

the schema of the outbound data. This schema is utilized for both outputs. 

5a.   Update current value output 
The first output utilizes an Update a Feature output and a subset of the feature classes fields. The 

output’s Update Only property is set to true under the assumption that all event records received will 

correspond to existing sensor location feature records. The unique identifier is set to the site_no field. 

The default values for all other properties are accepted. 

 

Figure 13: Update a Feature output configuration for updating the current value 

5b.   Add historical value output 
The second output utilizes an Add a Feature output to add events to the historical values table. This 

output utilizes the default set of values to append each event to the end of the table. The configuration 

illustrated in Figure 14 below does not delete old features, however it is recommended to use this 

strategy to avoid writing too many events to the table and possibly running out of storage space. 

https://enterprise.arcgis.com/en/geoevent/latest/disseminate-and-notify/overview-of-output-connectors.htm
https://enterprise.arcgis.com/en/geoevent/latest/disseminate-and-notify/update-a-feature.htm
https://enterprise.arcgis.com/en/geoevent/latest/disseminate-and-notify/add-a-feature.htm


 

Figure 14: Add a Feature output configuration for writing values to the historical table 

Data retention considerations 
When deciding on a strategy for feature data retention, there are several factors that should be 

considered. The first is visualization performance and quality. The more values in a historical table, the 

longer the table will take to load. Once all the data is loaded, it can be difficult to display it in a 

meaningful way to an end user. If the data in a historical table will be used to support web maps and 

web browser visualization, then a relatively short data retention period should be selected. Depending 

on the velocity of the streaming data, a data retention period of hours, days, or even a week is possible. 

The second consideration is analysis and big data analytics. It is common for historical data to be 

analyzed for historical patterns or trends over periods of time or used to understand statistical 

anomalies. These analyses require a large amount of data that will probably not be visualized directly. 

Instead, an analysis job is executed against the data and allowed to run for several minutes or hours. 

The analysis of large amounts of data is expected to take time. If the historical table is intended to 

support pattern recognition and analysis, then a relatively long data retention period can be selected for 

the table. Depending on the velocity of the streaming data, a data retention period of days, weeks, 

months, or even years is possible. 

Designing a solution which includes both a long-term and a short-term data retention strategy is 

common. Often, a smaller historical table is maintained and used for web map visualization and 

immediate consumption as well as a larger historical table that can be utilized for big data analytics and 

historical record analysis. In this example, we could have had added a third output to add feature 

records to a spatiotemporal big data store. One output would store the short-term history in a 

traditional relational data store (and be configured to delete data older than a few days). A second 

output would store the long-term history in a data store architected for data accumulation (and be 

configured to delete data older than a few months). 



Summary 
In this example, we joined real-time data that had no geographic information (geometry) with sensor 

location information and disseminated the processed event data to different outputs. Using a real-time 

workflow, you can not only visualize the current value(s) at each location, but also display historical data 

trends. This type of data ingestion, analysis, and dissemination is common across many industries that 

are continuously monitoring their fixed assets and sensors that report status over time. 


